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Abstract 
 

Knowledge of neuronal circuitry is foundational to the 
neurosciences, but no tools have been developed for 
cataloguing this knowledge.  Part of the problem is that 
the concepts used to describe neural circuits are rapidly 
evolving and vary substantially across different species.  
The NeuronBank project (http://neuronbank.org) is 
developing an informatics infrastructure for managing the 
dynamic, domain-specific knowledge of neural circuitry, 
providing a reference source, an outlet for publishing new 
knowledge, and a useful research tool.  Our solution is a 
federation of customizable knowledge bases, each 
adaptable to store knowledge of the neural circuitry of a 
single species.  The federation is united by a common set 
of web services and a central portal that provides core 
functionality across various knowledge bases. This 
service-oriented architecture provides domain-specific 
representations of specialized scientific knowledge while 
maintaining interoperability across a broad discipline. 
 
1. Introduction 
 

Neuroscientists understand the functioning of a brain 
in part by mapping its neural circuitry.  In many species, 
it is possible to map circuits at the highest level of 
precision—that of identified neurons.  An identified 
neuron is an individual nerve cell or a group of such cells 
with defined characteristics that can be reliably located 
across specimens.  Much of the recent progress in 
neuroscience has been built on the analysis of circuits of 
identified neurons, especially in invertebrate systems.  
Important examples include those that underlie swimming 
in the gastropod Tritonia16, gill and siphon withdrawal in 
the gastropod Aplysia5, 19, feeding in gastropods14, 
heartbeat control, local bending, and swimming in the 
leech2,3,6,21, visual responses in insects1, foregut 
movements in lobsters and crabs28, and escape responses 
in crayfish13.   

Although our knowledge of identified neurons and 
neural circuits is invaluable, no standard for representing 

this knowledge has evolved and there are no resources for 
storing, sharing, or analyzing this information.  The 
NeuronBank project seeks to fill this important gap in the 
informatics infrastructure of neuroscience.  Our goal is to 
develop an online storage system of identified neurons 
and their synaptic connections.  When completed, this 
system will provide neuroscientists with a reference 
source for identified neurons and neural circuitry, an 
outlet for publishing new knowledge of identified neurons 
and synaptic connections, and a useful tool for comparing 
neuron and circuit properties across species. 
 
1.1.  Problem 
 

The representation of neural circuitry seems 
straightforward—neurons and their synaptic connections 
can be considered nodes and edges on a standard graph.  
However, two complications arise in attempting to design 
a storage system of circuitry.  The first problem is the 
dynamic nature of scientific knowledge.  Neuroscientists 
continually develop new techniques that allow neurons to 
be differentiated along new dimensions.  For example, 
single-cell genetic sequencing has recently been used to 
distinguish different neuron types27, a form of 
classification that was not possible in any species five 
years ago. The second is domain-specificity.  Knowledge 
of neural circuitry is deeply embedded in specific 
information about the host species.  Thus, neuroscientists 
working on different species require customized ways of 
representing neurons.  Taken together, these 
considerations indicate that a storage system for neural 
circuitry must be able to accommodate dynamic, species 
specific descriptions of neurons.  

The problems of managing domain-specific, dynamic 
knowledge are not unique to the neurosciences.  Although 
some scientific knowledge is stable and of broad 
applicability (e.g. gene sequences), most scientific 
knowledge is more context-dependent and tentative.  For 
example, WormBase18 curates knowledge of the genetics, 
genomics, and biology of the nematode C. elegans.   This 
system represents knowledge with concepts that are 
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specific to C. elegans (e.g., nematode anatomy, life stage, 
and chromosomal structure) and provides presentation 
and analysis tools that are of particular use for research on 
this organism.  Similarly, FlyBase12 provides a reference 
source on the biology and genetics of the fruitfully, but 
with a different data model than WormBase.  Thus, 
domain-specific knowledge bases are already becoming 
important within bioinformatics.  Continued proliferation 
of idiosyncratic systems, however, will quickly lead to a 
“Tower of Babel” problem.  Clearly, a more generalized 
solution is required which can provide domain-specific 
management of dynamic knowledge within a framework 
that will maintain broad interoperability across domains.  
This represents a growing challenge within 
bioinformatics24,26, which has traditionally focused on 
managing stable and broadly applicable concepts. 

From a system design perspective, the need to manage 
dynamic and domain-specific scientific knowledge 
requires innovation in system architecture.  Most current 

bioinformatics efforts utilize a three-tier architecture: a 
single relational database provides data to an application 
layer which builds an invariant user interface for web 
clients.  In this architecture, changes in the data model are 
infrequent and require developer intervention to update 
both the database backend and the application layer.  
Moreover, there is only a single data store, so data sharing 
is not a concern.  This type of architecture would not be 
suitable for NeuronBank or other bioinformatics efforts 
aimed at cataloguing dynamic, domain-specific 
knowledge.  First, different domains will require different 
data models and user interfaces.  Second, within each 
domain updates to the data model and user interface will 
be frequent and must not require developer intervention.  
Finally, providing different data models and stores for 
different domains introduces problem for sharing and 
searching knowledge across domains. 
 

Figure 1. NeuronBank will consist of a federation of knowledge bases, each 
customized for the neural circuitry of different species.  Each node in the federation is 
run by BranchKB and provides an extensible backend, web services for retrieving 
and editing both the data and data model, and functions for the branch administrator.  
Various branches are united by NB-Central, a single server providing core 
functionality across the federation.  Together, the branches and NB-Central provide a 
unified experience that can support various web-enabled clients. 
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1.2. Our solution 
 

Our approach is to develop a service-oriented 
federation of customizable knowledge bases.  Individual 
nodes within the federation (Branches) will be specialized 
for knowledge of neural circuitry in a single species.  
Branches will be united, however, by a common 
framework that enables search and analysis of neural 
circuits across all species.  In this way, we provide the 
specialization necessary to represent different neuron 
typologies and the interoperability required to share and 
analyze knowledge of different species.  Figure 1 shows 
the overall distributed architecture of NeuronBank. 

Branches in the federation will be established using 
BranchKB (Branch Knowledge Base), an open-source 
software package that we are developing for creating and 
curating an online, collaborative knowledge base of 
identified neurons.  BranchKB features a data model that 
is customizable and extensible, enabling a community of 
neuroscientists to quickly adapt the system to describe 
their neuron typology and expand the system as new 
techniques become available within their subfield. 

To unify across multiple species, we are also 
developing NB-Central (NeuronBank Central), a 
centralized set of components.  NB-Central serves two 
roles.  First, it provides a set of web services to the 
BranchKBs.  These services establish common core 
functionality, eliminating duplication of effort and 
presenting a consistent experience across all branches.  
Second, NB-Central creates an environment for invoking 
and collating services provided by the BranchKBs.  This 
enables a mechanism for searching and analyzing data 
across all the species represented.   

The rest of this paper is organized as follows. Section 
2 discusses the design of BranchKB to provide a flexible 
data store that supports dynamic user interfaces.  Section 
3 presents a service-oriented architecture to unify a 
federation of branches.  Section 4 illustrates the use of 
this architecture to provide dynamic searching within and 
across branches.  Section 5 compares this effort with 
similar projects and offers concluding remarks. 
 

 
2. Branch Knowledge Bases 
 

BranchKB is the storage system for each species-
specific Branch within NeuronBank (see Figure 1). In this 
respect, BranchKB is similar to the ‘database backend’ of 
a traditional web application.  However, BranchKB 
differs from a traditional database in three important 
respects.  First, BranchKB is designed to have a 
somewhat flexible data model, so that it can be adapted 
for representing knowledge within a particular species.  
Second, BranchKB provides services for accessing the 
current data model, exposing the meta-data required to 

build a dynamic user interface for that branch.  Finally, 
BranchKB is designed to be integrated with NB-Central 
so that knowledge can be shared across diverse 
communities.  

2.1 Flexible data model of neural circuitry 

Across all domains, neurons are described by sets of 
attributes (e.g. size, shape, color, and location) and 
identified by delineating the subset of attributes necessary 
and sufficient to reliably identify that neuron across 
different specimens.  There is tremendous variation, 
however, in the attributes used to describe neurons in 
different species.  In addition, new techniques within the 
neurosciences are constantly adding new attributes which 
can be used to distinguish neurons. 

To represent knowledge of neural circuitry, BranchKB 
provides a core data model that can be extended for 
species-specific needs.  The core model includes neuron 
and connection classes.  In addition, it includes basic 
annotation classes (citation, comment, figure, etc.).  
Instances of these classes can be described by 
attribute/value pairs, with the applicable set of attributes 
constrained by the class (e.g., citations can have an 
author, neurons cannot).  The attributes of a class are 
inherited from its super-classes, although this can be 
overridden.    

Attribute types include standard data types (string, 
integer, etc.) and relational types which point to other 
instances within the knowledgebase.  In addition, we 
allow both measurement and classification attributes, 
which are useful for describing scientific knowledge.  A 
measurement requires two values, representing mean and 
variance respectively, and is associated with a unit of 
measure.  A classification is an attribute that takes values 
from a controlled vocabulary. 

To accommodate species-specific knowledge, the set 
of attributes applicable to neurons and connections is 
extensible and modifiable.  Thus, each BranchKB can be 
customized to provide the attributes necessary to describe 
neurons in a single species.  As new techniques enable the 
measurement of additional neural attributes, the data 
model can be further extended.  We envision that 
communities of neuroscientists interested in a given 
species will work together to devise the attribute set 
appropriate for that species.  Changes to the data model 
are restricted to users designated as administrators for that 
BranchKB, but facilities will be provided for users to 
suggest and debate changes. 

2.2 Meta-data for dynamic user interfaces 

BranchKB is designed to accommodate continued 
change in its underlying data model.  In addition, each 
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instance of BranchKB will be customized for a specific 
species, providing significant heterogeneity across the 
federation.  Both considerations indicate that NeuronBank 
clients will need to build the user interface dynamically.  
This is of particular concern for search interfaces, which 
are closely based on the structure of the underlying data 
model.   

Although a dynamic interface is a client requirement, 
it has significant implications for the design of 
BranchKB.  Specifically, BranchKB must enable clients 
to retrieve not only data but also the current data model.  
Thus, each BranchKB also exposes functions that enable 
clients to retrieve the current class structure, the attributes 
that apply to a particular class, and the attribute values 
that are valid for a particular instance.  These functions 
are made available through a set of web services so that 
each customized instance of BranchKB maintains a 
consistent set of interfaces for various clients (see below). 

2.3 Implementation 

We are developing BranchKB using the Protégé 
knowledge-management system30.  Protégé is a mature, 
open-source Java-based knowledge base system.  It 
provides a class/instance/attribute data store that can be 
accessed via both a Java API and an extensible query 
language.  Protégé knowledge bases can be stored in a 
number of formats, including MySQL database tables. 
Plug-ins can be written to support additional storage 
formats.  Finally, Protégé knowledge bases can be 
imported and exported to a variety of formats, including 
RDF and XML.  Import and export formats can also be 
extended via a plug-in architecture.   

For the NeuronBank project, Protégé provides a very 
useful data store as it readily provides functionality 
required for the BranchKB that would not be easy to 
implement with a traditional relational database.  First, 
Protégé natively supports class hierarchies and attribute 
inheritance.  Second, Protégé features loose typing and 
constraint checking.  This enables continued changes in 
the data model without serious disruption of the 
knowledge that has already been stored.  Finally, Protégé 
knowledge provides standard interfaces to access not only 
the data but also the data model. Thus, dynamic clients 
can easily be built around Protégé’s standard interfaces.   

Although, Protégé provides many of the functions 
required for BranchKB, it lacks some important features, 
including multi-user support, versioning, and roll-back.  
BranchKB will wrap the existing Protégé framework into 
a set of web services (see below) and add these additional 
functions. 
 
 
 

3 Service-based Architecture 
 

We are developing NB-Central as a hub to unify the 
various BranchKBs into a coherent federation.  This is 
challenging, given the capacity for heterogeneity designed 
into BranchKB.  However, we can employ a rich base of 
existing work in the fields of web services and distributed 
architectures that has been developed for managing 
heterogeneous, dispersed resources.  Specifically, we are 
developing web services for hosting on both BranchKB 
and NB-Central.  Web services hosted on NB-Central will 
be invoked by BranchKBs and will provide common 
functionality across the federation (authentication, 
account administration, listing of branches, etc).  Web 
services hosted on BranchKB will provide a common 
interface for data and data model access that can be 
invoked and collated on NB-Central.  Through this 
interrelated set of web services, NB-Central will provide a 
single access point to the system for both querying and for 
maintaining user information. 
 
We choose web services over other alternatives like RPC, 
CORBA, etc. for the following reasons: 
 
1. Interoperability:  
- By keeping consistent web service interfaces at all 
branches, we provide a means to invoke the same services 
at all branches although the logic of each service can be 
highly branch specific. 
- Third-party clients for querying, visualizing, editing, etc. 
could be implemented using any client component 
technology. Web service interfaces of BranchKB’s as 
well as that of NB-Central allows them to uniformly 
interoperate with them. 
- Different implementations of the BranchKB using 
different technologies could exist in the future. 
 
2. Uniform interface: Web Service Description Language9 
(WSDL) provides a standard XML format that enables the 
NeuronBank components to describe their endpoint 
formats. This allows interoperability both within the 
system and with third-party components. 
 
3. Common communication platform: Simple Object 
Access Protocol25 (SOAP) is a standardized XML-based 
message passing  protocol that allows messages to be 
exchanged between entities in a distributed system, thus 
providing language- and network-independence for 
components of NeuronBank11. 
 
4. Masking network and system heterogeneity: Machine 
and network protocol specific information is 
 abstracted through the use of the above defined 
standards. This allows the system to operate seamlessly 
through a variety of client and network technologies. 
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Thus, we see that using web services allows us to 
publish the same methods at every branch – this allows 
NB-Central to invoke a given method at all branches and 
get back a standard result from each even though the 
implementation of that method at every branch is custom 
to that branch. 
 
3..1 Dynamic search client for BranchKB 
 

 The rationale for our system architecture can be better 

illustrated by describing some specific usage.  First, we 
describe how our system architecture allowed us to 
develop a search client with an interface that is dynamic 
yet intuitive.  Next, we describe how the architecture 

enables cross-branch searching despite substantial 
heterogeneity in the data models at different BranchKBs. 

One of the most important aspects for any knowledge 
management system is an effective search interface.  
BranchKB exposes a web service for querying the 
knowledge base using Algernon, a specialized query 
language for Protégé.  This is a powerful query language 
enabling path-based search (e.g., find all the 2’ inputs of 
serotonergic neurons).  This is a relatively complex and 
low-level approach to querying, however, that would not 
be suitable for most users.   

As a proof of concept, we have developed a web 
based search client that allows users to seamlessly 
construct ad-hoc queries (Figure 2).  The client was 
developed using Java Server Faces (JSF) technology; it 
provides a form-based interface which users can easily 

Figure 2. Components of the dynamic search client.  The client connects to a 
BranchKB and retrieves a list of classes in the current data model (drop-down at 
left).  When the user selects a class to search, the client retrieves the pathways 
connecting to other classes (drop-down at right).  In this case, the user has 
selected to search for a Neuron and the interface shows the various classes 
Neurons can be related to.  This enables users to build a path through the 
knowledge base (e.g., find a neuron with input from a chemical synapse).  In 
addition, the search client retrieves the attributes and valid attribute values for the 
classes in the search path.  This enables users to specify the properties of the 
items they are searching for (bottom list). 
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use to construct a path-based query.  The primary novelty 
of the search client is that it builds the search interface 
dynamically to match the current data model on the 
branch.  The client retrieves the current class structure 
from the BranchKB.  When a class is selected as part of a 
search, the client retrieves the attributes that can apply to 
that class and the paths leading away from that class.  
This enables the search form to be updated with all 
currently available search options.   

Once the user has designed their query, the search 
client constructs an equivalent Algernon statement, 
submits it to the BranchKB, and collects both summary 
and detailed results.  The summary results include the 
entire query path, allowing users to easily trace the 
inference chain performed on the knowledge base.  Our 
search client relieves end-users from the low-level 
database details and the terse and error-prone text-based 
query expressions. The web-based design makes the 
query system accessible from any computer on the 
internet. Interaction between the search client and 
BranchKB currently occurs via the Protégé API.  
However, we will soon utilize web services to connect 
these components. 
 
3.2 Searching across branches 
 

Each BranchKB stores knowledge for a different 
species using a slightly different data model.  Normally, 
this would make it difficult to efficiently conduct a search 
across a multiple BranchKBs.  However, each BranchKB 
presents a consistent interface via web services. This 
enabled us to generalize our dynamic search client—the 
same query can be submitted to all BranchKBs in the 
federation using the same interface.  Generalizing search 
across the federation, however, presents two problems.  
First, how is the client to discover available BranchKBs?  
Second, how should the client collate results across the 
federation?  These problems are overcome by NB-
Central.  As a hub for the federation, NB-Central provides 
a directory listing of available BranchKBs.  It can also 
consume and collate the search web service across the 
entire federation.  Thus, we have been able to efficiently 
adapt our dynamic search client to search across an entire 
federation of BranchKBs.  Currently, NB-Central directs 
the client to a ‘base’ branch to formulate the search.  The 
Algernon query generated is then returned to NB-Central 
which submits it to all branches and returns the collated 
results.  The use of a base branch ensures that the query 
will be valid on at least one BranchKB.  The number of 
additional responding BranchKBs depends on the 
specificity of the concepts queried—the more specific the 
attribute the more likely it will be an invalid search at 
other BranchKBs.  This is an effective design, but 
somewhat simplistic.   

Semantic Integration: The problem of semantic 
integration is one that is being studied in some detail in 
various semantic web contexts specially those that deal 
with biomedical knowledge bases15,34. More recent 
research is focused on the broader issues of integration 
beyond the simple merging issues33. 

In the context of NeuronBank, as separate BranchKB 
are developed, the independent extension of their data 
schemas will lead to semantic conflicts.  Broadly, two 
types of conflicts are possible: multiple specification, 
where the same term is used to mean different things in 
different knowledgebases, and independent specification, 
where different terms are used in different 
knowledgebases to mean the same thing.   The ontologies 
of various branches can be preprocessed for possible 
merging and alignment, thereby identifying similarities of 
terms and sub-hierarchies. For example, the Prompt plug-
in of Protégé  allows managing multiple ontologies29.  
This integrated ontology could be employed to translate 
query specific to one branch to others for cross-branch 
querying.  The query results from multiple branches can 
also be collated based on post-processing using the 
integrated ontology. A similar approach has been 
suggested in to create mappings between a global 
ontology and local ontologies7.  

 
4. Related work 
 

Our design of the BranchKB is similar to the Entity-
Attribute-Value with Classes and Relationships 
(EAV/CR) approach developed by Shepard and 
associates24,26.  This system was also developed to allow 
flexible representations of scientific knowledge.  
EAV/CR has been successfully used to run knowledge 
bases of cell properties26, neurological diseases8, olfactory 
receptors22, and computational models26.  However, 
EAV/CR was designed primarily to rapidly set up 
independent knowledge bases.  Thus, there are no 
facilities for searching across EAV/CR stores.  Moreover, 
interaction with EAV/CR does not currently use an open 
protocol, so only a standard web-based client is available.   

We hope to overcome both of these problems with the 
NeuronBank system by designing BranchKB within a 
service-oriented architecture (NB-Central).  In many 
ways, this environment functions as a middle layer 
coordinator, joining together a diverse network of 
BranchKBs.  Thus, this component of our efforts is 
similar to other efforts to develop collaborative 
applications to unite disparate devices and data stores, 
using middlewares such as SyD31,32 or Proem20  and 
composite web-services-based applications using 
frameworks such as WS-CAF and Data-Grey-Box17. 
Among other similar efforts, the National Cancer Institute 
Center for Bioinformatics (NCICB) has developed the 
cancer Common Ontological Research Environment 
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(caCORE) that provide a set of  cancer Bioinformatics 
Objects (caBIO) with open APIs that supply a variety of 
types of bioinformatics data10. Also, the BioExtract Server 
developed at South Dakota State University provides a  
publicly accessible web-based federated database service 
that provides researchers access to a variety of 
heterogeneous biomolecular data sources through a single 
entry point23. We are planning of employing SyD’s 
Bondflow system for configuring workflows over web 
services4 to enable users to create simple workflows such 
as a cross-branch query over a selected set of branches 
followed by an ontology-based collating tool which in 
turn can feed into a visualization client.    
 
5. Conclusion 
 

NeuronBank is still early in development.  However, 
we have successfully developed prototypes of all the 
major components and have populated BranchKBs with 
both real and test data.  So far, it seems that the system 
architecture described here will provide a convenient and 
powerful framework for managing domain-specific 
scientific knowledge.  Specifically, NeuronBank provides 
the flexibility to produce highly customized knowledge 
bases that serve a small scientific community.  At the 
same time, NeuronBank maintains a high level of 
interoperability that should facilitate exchange of 
information across a large domain. 

In a sense, NeuronBank represents an attempt to 
abstract the database development process into a set of 
software packages that will enable end users to design, 
deploy, modify, maintain, and share their own, special use 
knowledge bases.  Web services are ideally suited to bind 
together the disparate components of a federated 
architecture.  Specifically, they can allow highly 
specialized data stores to remain interoperable across a 
broad domain. 
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